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1. Executive Summary 

1.1. This report describes the methodology and findings of a preliminary validation study that explores the 

potential links between applicants’ performance during application to the UK Foundation Programme 

and their subsequent performance during Foundation Year One (F1). 

 

1.2. Data relating to performance during F1 were gathered for a sample of 391 F1 doctors who undertook 

the application process for entry to the 2013 Foundation Programme (FP 2013). A bespoke 

questionnaire, matched to the domains measured at application, was issued to supervisors across five 

foundation schools (North West Thames, North Western, Scotland, Wales and Yorkshire and Humber). 

Additional data were also gathered regarding F1 doctors’ Annual Review of Competency Progression 

(ARCP) outcomes and whether or not F1 doctors had been subject to remedial action during F1. 

 

1.3. Given the preliminary nature of this study and uncertainty around likely response rates, the sampling 

technique specifically targeted F1 doctors who had received particularly high or particularly low SJT 

scores at application. As poor performers on the SJT are relatively rare, this approach sought to 

oversample this population so that their performance in practice could be established through a large 

enough sample which would be unlikely if a random selection of scorers were targeted. High scorers 

provided a case comparison.  

 

1.4. Allocation to FP 2013 is based on a total application score which consisted of the combined scores of 

an Educational Performance Measure (EPM) and a Situational Judgement Test (SJT). The approach to 

sampling results in a non-normal distribution of SJT scores with restriction of range within the two 

separate sections of the sample (high and low) and an exaggerated range for the total validation sample.  

EPM scores have a non-normal rectangular (uniform) distribution in the population, but show a more 

normal distribution with some restriction of range in the two parts of the validation sample. These 

differing distributions and restrictions of range for the two measures (SJT and EPM) are factored in to 

the analysis. .  

 

1.5. Differential supervisor response rates were observed between the low and high scoring groups, with 

supervisors significantly more likely to provide a response for F1 doctors in the low scoring group. In 

order to avoid any systematic bias from the differential response rates, parametric analysis1 is 

conducted within rather than across the two groups where appropriate. Where possible, statistical 

techniques are used to correct for the resulting restricted range.  

 

1.6. Comparisons were made between SJT scores and performance during F1 (as rated by supervisors in the 

questionnaire). 

 

1.6.1. Statistically significant differences were found between supervisor-rated F1 performance for 

those who received higher SJT scores and those who achieved lower SJT scores (medium 

effect size, Cohen’s d = 0.48, p<0.001). Higher SJT scores were associated with higher ratings 

of F1 performance.  

 

                                                           
1 Parametric statistics assume a normal distribution compared to non-parametric statistics which can be used where data are 
non-normally distributed. 
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1.7. Correlations were used to explore the relationship between application scores (total application score, 

SJT scores, and EPM scores) and F1 performance in more depth.  These were conducted separately for 

the whole sample as well as for the high and low  scoringSJT groups. 

 

1.7.1. The correlations between supervisor-rated F1 performance and performance at application 

were positive and significant. Differences were evident regarding the extent to which each 

selection tool (EPM and SJT) was related to performance for those applicants who achieved 

high and low SJT scores. For those who achieved lower SJT scores it was the SJT which had 

a moderate relationship with performance (corrected Pearson correlation of 0.54) whereas 

the EPM showed a small to negligible relationship (corrected Pearson correlation of 0.10). 

Among higher SJT scorers the EPM had a moderate relationship with performance 

(corrected Pearson correlation of 0.32) whereas for the SJT the relationship was small 

(corrected Pearson correlation of 0.20). These results suggest that the two selection tools 

are complementary in providing prediction of performance. 

 

1.8. Analysis was undertaken to examine whether the inclusion of the additional points to the EPM decile 

improved the predictive power of the EPM score.  

 

1.8.1. The inclusion of the additional EPM points improved the spread of EPM scores and this was 

more pronounced for the high scoring SJT application group (decile alone M=40.0, SD=2.6, 

with additional points M=42.6, SD=4.1). For those that received lower SJT scores, the effect of 

the additional points on the variance in scores was much smaller (decile alone M=36.7, SD=2.6, 

with additional points M=38.2 SD=3.0). The inclusion of the additional points to the EPM score 

also resulted in a slightly stronger relationship with F1 performance compared to when only 

EPM decile score is used, but this was only significant for the high scoring SJT group. For the 

high scoring SJT group the inclusion of the additional points explained an additional 3.3% of the 

variance in prediction (p<0.05). For the low scoring SJT group the predictive power of the EPM 

score was not significantly affected by the inclusion of additional points.  

  

1.9. Comparisons were made between application scores (overall score, SJT scores and EPM scores) for F1 

doctors who had been subject to remedial action during the course of F1 and those that had not. 

Comparisons were also made between the application scores for F1 doctors who had received final 

satisfactory ARCP outcomes and those who had received unsatisfactory ARCP outcomes. 

 

1.9.1. Statistically significant differences were found between SJT scores and EPM and total 

application scores for those who received remedial action during the course of F1 and those 

who did not. Those who had received remedial action had received lower scores on the SJT 

(small to medium effect size, r = 0.19, p<0.001), EPM (small effect size, r = 0.12, p<0.05) and 

total application (small to medium effect size r = 0.18, p<0.001). Whilst instances of remedial 

action are rare (4.1% in the sample as a whole), F1 doctors who were in the low scoring SJT 

category were almost five times more likely to receive remedial action than those who 

were in the high scoring SJT category (6.1% and 1.3% respectively). 

 

1.9.2. The present investigation found no significant differences between SJT or EPM scores for 

those that achieved satisfactory ARCP outcomes compared to those that received 

unsatisfactory ARCP outcomes. However, the very small number of F1 doctors in the 

‘unsatisfactory’ ARCP outcome group (n=4) means these findings should be treated with 
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caution and further research is required to determine if there is an association between 

application scores and ARCP outcomes.  

 

1.10. This study provides positive early evidence to support the validity of the F1 application process. Based 

on these findings, recommendations are provided regarding the continued use of the EPM and SJT. 

These recommendations discourage any increase in the weighting of the EPM above the SJT as there 

was no evidence to suggest the EPM is a more valid predictor of performance.  It is also 

recommended that further validity studies are conducted to explore prediction across the whole 

range of application scores, and examining the weighting of the additional EPM points in greater detail.  
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2. Introduction 

 

2.1. In 2009, the Department of Health (DH) in England, on behalf of the four UK health departments, 

commissioned the UK Medical Schools Council (MSC) to lead a cross-stakeholder steering group to 

design, develop and pilot new arrangements for the selection of medical students into the Foundation 

Programme (FP). The FP is a generic training programme, which forms the bridge between medical 

school and specialist/general practice training. FP consists of two years: Foundation Year One (F1) and 

Foundation Year Two (F2). 

 

2.2. This steering group recommended the pilot of a Situational Judgement Test (SJT) to be used alongside 

an Educational Performance Measure (EPM), and that these two assessments in combination should 

be used for selecting applicants and allocating them to foundation schools.   

 

2.3. In August 2011, a report was produced on the design, analysis and evaluation of an SJT to be used as 

part of the application to the FP. This included the specification of the domains to be targeted in the 

SJT2.  

 

2.4. In March 2012, a report was produced on the analysis and evaluation of a full scale pilot SJT for 

application to the FP, referred to as the Parallel Recruitment Exercise. This report summarised the SJT 

as an appropriate methodology to be used within this context. Recommendations were for the 

implementation of an SJT, alongside the EPM for entry to the 2013 Foundation Programme (FP 2013). 

 

2.5. Since 2012, the rank allocation of applicants to the FP has been determined through applicants’ 

combined SJT and EPM scores. The SJT is developed in accordance with accepted best practice3 and 

involves contribution from a range of expert clinicians, so that it provides an effective, rigorous and 

legally defensible method of allocation4.   

 

2.6. An independent review of the SJT in 20135 recommended that evidence for the validity of the SJT should 

be gathered as a matter of high priority and in 2014, the present validation study was commissioned by 

Health Education England (HEE).  As well as ensuring the defensibility of the current approach to F1 

allocation, the outcomes of this study can also be used to identify areas for further improvement and 

development. This study’s outcomes may also inform policy, in order to optimise effectiveness and 

efficiency of the application system in future.  

 

2.7. The present study uses the application scores (SJT and EPM) of a sample of F1 doctors who were the 

first cohort to undertake the new live application process for entry to FP 2013. In-practice performance 

data were gathered towards the end of F1 in Summer 2014. The data were gathered at this time point 

to allow an assessment of the F1 doctors’ performance throughout the course of F1. Data were also 

gathered relating to the F1 doctors’ Annual Review of Competency Progression (ARCP) outcomes and 

                                                           
2  Patterson P, Archer V, Kerrin M, Carr V, Faulkes L, Coan P and Good D, (2010). FY1 Job Analysis Report: Improving Selection to 
the Foundation Programme. 
3 Patterson F, Ashworth V, Zibarras L, Coan P, Kerrin M and O'Neill P. (2012b). Evaluations of situational judgement tests to 
assess non-academic attributes in selection. Medical Education, 46(9):850 – 868. 
4 Patterson F, Ferguson E and Thomas S. (2008). Using job analysis to identify core and specific competencies: implications for 
selection and recruitment. Medical Education, 42(12), 1195-1204. 
5 McLachlan, J.C & Illing, J. (2013). An Independent Review Of Events Relating To The Use Of Situational Judgement Tests In  
The Selection For Foundation Process 2013, Commissioned by Health Education England 
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any incidence of remedial action. These provided additional sources of information regarding the F1 

doctors’ performance throughout F1.  

 

2.8. In summary, this research sought to examine the degree of association between scores achieved during 

application to FP 2013 (‘predictor variables’) and in-practice performance as measured by supervisor 

ratings and other key performance outcomes (‘outcome variables’), looking particularly at applicants 

that received high and low SJT scores, as illustrated in Figure 1 below: 

 

Figure 1: Predictor and Outcome Variables in the Present Validation Study  

 

 

 

 

 

  

SJT Scores Supervisor Performance 

Ratings 

ARCP Outcome 

Predictor Variables Outcome Variables 

EPM Scores 

Remedial Action 



 

9 

3. Methodology 

Sample 

3.1. Five foundation schools were identified to take part in the validation study: North West Thames, North 

Western, Scotland, Wales and Yorkshire and the Humber. Participants were F1 doctors who began their 

placements in 2013. Foundation schools were selected to provide good geographical coverage across 

the UK and a range of high and low total application scores.  

 

3.2. A total of 938 F1 doctors who had applied to the above foundation schools for FP 2013 were identified 

to be included in the study’s target population (having either received particularly high or particularly 

low SJT scores). A high score was defined as being in the top 20% of SJT scores and a low score was 

defined as being in to the bottom 20%. This sample consisted of 502 F1 doctors who achieved low SJT 

scores and 436 F1 doctors who achieved high SJT scores, across each of the five foundation schools. 

 

Predictor Variables 

3.3. Data were gathered relating to F1 doctors’ performance during application to FP 2013. This included 

scores on the EPM and the SJT, as well as their overall (combined EPM and SJT) scores. Demographic 

details were also available based on information provided by the F1 doctors during the application 

process. 

 

Outcome Variables   

3.4. Using an established methodology6, a bespoke training performance assessment questionnaire was 

designed. The questionnaire items were criterion-matched in line with best practice. This was done 

using the behavioural performance indicators from the F1 role analysis completed in July 2010 which 

identified and defined the professional attributes important for an F1 doctor7. Five attributes 

(Commitment to Professionalism, Coping with Pressure, Patient Focus, Problem Solving and Decision 

Making, and Working Effectively as Part of a Team) were used to build the questionnaire items in 

consultation with key stakeholders. The questionnaire is shown at Appendix A.  

 

3.5. The questions required the supervisor to make a judgement based on the performance of the F1 doctor 

across the F1 year. Supervisors were also asked to record whether or not the F1 doctors they were 

reporting on had been subject to any remedial action during the course of F1.  

 

3.6. ARCP outcomes were gathered from the relevant foundation schools. There were four possible ARCP 

outcomes:  

3.6.1. Outcome 1: Satisfactory completion of F1 

3.6.2. Outcome 3: Inadequate progress – additional training time required  

3.6.3. Outcome 4: Released from training programmes   

3.6.4. Outcome 5: Incomplete evidence presented – additional training time may be required.   

 

                                                           
6 Patterson F, Carr V, Plint S. (2005). General practice competency validation exercise: technical report to GP National 
Recruitment Office. Sollihull: National Recruitment Office for GP Training, 2005. 
7 See the F1 Job Analysis report (2010) for full details of how domains were derived and what each domain comprises. 
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3.7. Questionnaires were completed by the supervisor who was considered by the foundation school to be 

best able to report on the F1 doctor’s performance across the course of F1. In recognition of different 

supervision arrangements within each foundation school, the decision regarding which supervisor 

should be approached (i.e. clinical supervisor, educational supervisor or Foundation Programme 

Director (FPD)) was at the discretion of the individual Foundation School Manager (FSM).  

 

3.8. Within the questionnaire, supervisors were asked to report on the length of time for which they had 

been supervising the F1 doctor, as well as to make a judgement regarding the how accurately they felt 

they had been able to comment on the F1 doctor’s performance in the questionnaire.   

 

Data Collection and Matching 

3.9. Online questionnaires were distributed to each foundation school and the relevant supervisors were 

invited to complete the questionnaire for the F1 doctors in the target population. ARCP outcomes were 

later collected for the F1 doctors for whom questionnaires had been completed.   

 

3.10. To protect anonymity, each F1 doctor in the sample population was allocated a unique ID code by 

the UK Foundation Programme Office (UKFPO). This unique code was provided to the foundation 

schools alongside the F1 doctor’s identifying information (i.e. Foundation Programme Application 

System (FPAS) number and name). The supervisor was asked only to record the unique code in their 

questionnaire response. This unique code was then used to match questionnaire responses to 

application scores and demographic data so that WPG researchers did not have access to the names of 

the F1 doctors and the supervisors did not have information about the application scores of their F1 

doctors.  

 

3.11. The present study was conducted on NHS staff only and therefore did not require review by an NHS 

Research Ethics Committee. F1 doctors had already given approval at the point of application to FP 

2013 for anonymous data to be reviewed for research purposes.  
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4. Results 

4.1. Questionnaires were returned for 447 F1 doctors representing a 47.7% response rate. Responses were 

considered for removal if the unique ID code could not be matched with the application scores or there 

was a high incidence of missing data.  In total 56 cases were removed, resulting in a total of 391 usable 

and matchable questionnaires used for analysis.  

 

4.2. A Chi-square test8 for independence (with Yates Continuity Correction9) indicated that there was a 

statistically significant association between response status and whether an applicant fell into the high 

or low scoring SJT group, (² (1, n = 938) = 7.96, p = 0.005). Matchable responses were significantly 

more likely to be provided for F1 doctors who fell into the low scoring SJT group. 46% of supervisors 

reporting on the low scoring group responded, compared to 37% of supervisors reporting on the high 

scoring group. The effect size was small, indicated by a phi coefficient of -0.09. 

 

4.3. Low and differential participation rates can impact the validity of this type of study where there is 

evidence that the effect is systematic10. In the current study the data indicates that F1 doctors in the 

lower scoring group were more likely to be rated by their supervisor than those in the high scoring 

group. Even though the effect size was small, this still presents a potential limitation to the present 

study where there are comparisons of frequency of events such as implementation of remedial action. 

In order to avoid any systematic bias in findings from these differential response rates for the high and 

low scoring groups, much of the analysis is undertaken within rather than across the two groups (i.e. 

examining the high and low scoring SJT groups separately). 

 

Representation of Foundation School and Supervisor Type  

4.4. Table 1 below summarises the responses from each of the five foundation schools in the matched 

dataset, detailing the proportions of clinical supervisors, educational supervisors, FPDs and ‘other’ form 

of supervisor that responded in each: 

Table 1: Frequency of responses by foundation school and supervision capacity 

                                Supervision Capacity 
 
Foundation School 

Educational 

Supervisor 

Clinical 

Supervisor 
FPD Other Total 

North West Thames 27 10 0 2 39 

North Western 92 5 5 4 106 

Scotland 2 4 99 0 105 

Wales 6 3 63 2 74 

Yorkshire and Humber 60 3 2 2 67 

Total 187 25 169 10 391 

4.5. Information was also gathered to provide insight into the extent to which the supervisor’s ratings were 

likely to provide an accurate measure of the F1 doctor’s performance, through assessing length of 

                                                           
8 Chi Squared test for independence is used to explore the relationship between two categorical variables. It compares the 
observed frequencies of cases that occur in each of the categories with the values that would be expected if there were no 
association between the two.  
9 Yates’ Continuity Correction is a correction value which is designed to compensate for what can be considered to be an over-
estimate of the chi-square value when using a 2 by 2 design. 
10 Lavrakas, P.J. (Ed.). (2008). Encyclopedia of survey research methods (Vol. 2). Thousand Oaks, CA: SAGE. 
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supervision, and supervisors’ perceived accuracy of their performance ratings. The length of supervision 

spanned from ‘less than 4 months’ to ‘more than 12 months’. Supervisors’ perceived accuracy ratings 

spanned from 1 (‘not at all accurately’) to 6 (‘very accurately’). Table 2 below summarises responses in 

the matched dataset by the length of supervision time and the perceived accuracy rating: 

Table 2: Frequency of responses by length of supervision and perceived accuracy 

Perceived Accuracy Rating 
 

Length of Supervision 
1 2 3 4 5 6 

No 
response Total 

Less than 4 months 1 4 1 2 10 11 0 29 

Between 4 and 8 months 0 2 8 17 13 16 0 56 

Between 8 and 12 months 0 16 30 64 117 54 1 282 

More than 12 months 0 0 2 4 6 11 0 23 

No Response 0 0 0 0 1 0 0 1 

Total 1 22 41 87 147 92 1 391 

4.6. In summary, the majority of supervisors had supervised the F1 doctor they were reporting on for 

between 8 and 12 months and reported perceived accuracy ratings of 4 or more. Perceived accuracy 

did not appear to correspond directly with length of supervision; supervisors with the shortest 

supervision length (less than 4 months) reported overall high levels of perceived accuracy (38% 

reported the highest perceived accuracy level of 6) and some supervisors with the mean supervision 

length (between 8 and 12 months) reported relatively low levels of perceived accuracy (16% reported 

an accuracy level of 2 or 3).  

 

Incidence of Remedial Action and ARCP Outcomes 

4.7. Supervisors were asked to provide information regarding whether or not the F1 doctor they were 

reporting on (as far as they were aware), had been subject to any form of remedial action during the 

course of F1. Sixteen (4.1%) F1 doctors were identified as having received remedial action. Additionally, 

foundation schools were asked to provide the ARCP outcomes for each of the 391 F1 doctors identified 

in the matched data set. ARCP outcomes were returned for 379 F1 doctors and these were grouped 

into two categories11: 

 Satisfactory - This cohort relates to doctors assigned a final ARCP ‘Outcome 1 – Satisfactory 

completion of F1’. Some doctors may have received an unsatisfactory outcome (e.g. ‘Outcome 5 

- Incomplete evidence presented - additional training time may be required or ‘Outcome 3 – 

Inadequate progress – additional training time required’) prior to receiving this final satisfactory 

outcome. 

 Unsatisfactory - This cohort contains doctors with any of the following final ARCP outcomes: 

 ‘Outcome 3 – Inadequate progress – additional training time required’ 

 ‘Outcome 4 – Released from the training programme’; and/or 

 ‘Outcome 5 - Incomplete evidence presented – (additional training time may be required) 

followed by an Outcome 3 or Outcome 4.  

 

 

                                                           
11 The categorisation of ARCP outcomes as ‘satisfactory’ or ‘unsatisfactory’ was undertaken by a representative from UKFPO 
based on the ARCP codes provided by the Foundation Schools. 
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Table 3: Frequency of responses by remedial action and ARCP outcome  

ARCP Outcome 
 

Remedial Action 
Satisfactory  Unsatisfactory 

Unclear/ not 
available Total 

Yes 11 3 2 16 

No 360 1 9 370 

No Response 5 0 1 5 

Total 375 4 12 391 

4.8. In summary, there are fewer examples of unsatisfactory final ARCP outcomes (n=4) compared to 

incidences of remedial action (n=16), and three of the four F1 doctors who received unsatisfactory ARCP 

outcomes were also identified as receiving remedial action. Using supervisors’ reports regarding 

incidences of remedial action does therefore appear to provide an additional source of information 

about F1 doctors’ progression than the ARCP outcomes alone. 

 

Demographic Profiles of F1 Doctors 

4.9. Demographic data of the F1 doctors were available from the FP 2013 application process. This 

information provided insight into the demographic make-up of the sample and allows for a comparison 

to be made between the F1 doctors reported on within the matched dataset and the FP 2013 applicant 

cohort as a whole. This is summarised in Tables 4 and 5 for gender and ethnicity respectively: 

Table 4: Breakdown of gender in matched dataset and FP 2013 applicant cohort 

Gender 
Matched dataset 

FP 2013 
Applicant cohort  

N % N % 

Male 169 43.2 3,515 43.1 

Female 219 56.0 4,555 55.8 

Did not disclose 3 0.8 92 1.1 

Total  391 100 8,162 100 

 

Table5: Breakdown of ethnicity in matched dataset and FP 2013 applicant cohort 

Ethnicity 
Matched dataset 

FP 2013 
Applicant cohort 

N % N % 

Asian 74 18.9 1,556 19.1 

Black 17 4.3 241 3.0 

Chinese 20 5.1 364 4.5 

Mixed 13 3.3 313 3.8 

Other 13 3.3 264 3.2 

White 243 62.1 5180 63.5 

Did not disclose 11 2.8 244 3.0 

Total  391 100 8,162 100 

4.10. The mean age of the F1 doctors at the point of assessment in the matched dataset was 26 years with 

a range of 22 – 46. The mean age at the point of assessment for the FP 2013 cohort was 25.5 years, 

with a range of 21 – 58 years.  
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4.11. In summary, the demographic make-up of the F1 doctors reported on within the matched dataset is 

highly comparable with the demographic make-up of the FP 2013 cohort as a whole. This provides 

reassurance that the F1 doctors within the matched dataset provide a representative sample in terms 

of gender, ethnicity and age. 

 

Impact of Sampling Method on Distribution of Predictor Variables 

4.12. The sampling method in the present study targeted those who achieved high or low SJT scores at 

application. For allocation purposes the sum of the SJT and EPM is used. The impact of each of these 

selection tools on the overall application scores will depend on the distributions of each and the 

correlation between the two.  The following section therefore provides information about the 

distributions of the predictor variables (SJT, EPM and summed allocation score) in both the matched 

dataset and for the FP 2013 applicant cohort as a whole.  

 

Descriptive Statistics - SJT 

4.13. The F1 doctors completed the SJT during December 2012 or January 2013. The test consisted of 70 

items, 60 of which were operational (scored) items and 10 of which were trial (unscored) items. Three 

versions of the test were created and then subject to a statistical equating process to ensure 

equivalence and allow for comparisons to be made across versions. The equated SJT scores were 

transformed into points on a 50-point scale using a linear transformation. Equated and scaled SJT scores 

for the FP 2013 cohort (n = 8,162) ranged from 0 to 50 with a mean of 40.26 (SD = 3.88).  The scores 

had a close to normal distribution with most scores falling between 30 and 50, but with some very low 

scores. 

 

4.14. The SJT scores in the matched dataset reflect a bimodal distribution meaning they represent two 

distinct ranges of scores at the high and low end and do not include the middle values. The distribution 

of SJT scores in the matched dataset for both the high and low scoring groups can be observed in Figure 

2 below. A summary of the SJT statistics for the matched dataset and the FP 2013 applicant cohort is 

provided in Table 6.  Within the matched dataset, there is a greater proportion of F1 doctors in the low 

scoring group and the variance in SJT scores is also greater for those who fall into the low scoring group.  
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Figure 2: Distribution of SJT scores in matched dataset 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Table 6: SJT scores for high and low SJT scoring groups in matched dataset and FP 2013 cohort 

                                                                        SJT score 
Sample N Min Max Mean SD 

Matched dataset High Scoring SJT Group 160 43.4 48.7 45.2 1.26 

Low Scoring SJT Group 231 26.1 37.9 34.9 2.41 

FP 2013 Applicant Cohort 8162 0.0 50.0 40.3 3.89 

 

Descriptive Statistics - EPM 

4.15. For the FP 2013 cohort, EPM scores were awarded on the basis of overall performance during medical 

school (a decile between 34 and 43 was awarded by the medical school) plus additional points which 

could be gained for additional degrees (up to 4 points), publications (maximum of 1 point), 

presentations (maximum of 1 point), and prizes (maximum of 1 point). The available range of EPM 

scores was 34 to 50 with a rectangular (or uniform) score distribution meaning the scores were 

distributed relatively equally across the range. 

 

4.16. The distribution of EPM scores in the matched dataset for both the high and low scoring groups can 

be observed in Figure 3 with a summary of the EPM statistics for both the matched dataset and the FP 

2013 applicant cohort provided in Table 7. Unlike the SJT scores, the EPM scores reflect the full range 

of available scores, however the distribution of scores is no longer rectangular, with a clear peak in 

scores below 40 and a modal value of 38 for the low scoring group. The high scorers have a flatter 

distribution but the modal value is 47, towards the top of the score range. 

 

High Scoring SJT Group Low Scoring SJT Group 

Frequency 
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Figure 3: Distribution of EPM scores in matched dataset 

 

 

 

 

 

 

 

 

 

 

 

 

 
 

 

Table 7: EPM scores in matched dataset and FP 2013 cohort 

                                                                        EPM score 
Sample N Min Max Mean SD 

Matched dataset High Scoring SJT Group 160 34 50 42.6 4.1 

Low Scoring SJT Group 231 34 47 38.2 3.0 

FP 2013 Applicant Cohort 8127 34 50 40.9 3.9 

 

Descriptive Statistics – Total Application Scores 

4.17. During the application process, the two variables (SJT and EPM) are combined together to determine 

a total application score. Figure 4 shows the distribution of total scores (EPM plus SJT) in the matched 

dataset for the high and low scoring SJT groups with a summary of the Total score statistics provided in 

Table 8. This shows that generally those in the high scoring SJT group, received higher total application 

scores and those that were in the low scoring SJT group received lower total application scores. This 

demonstrates the mediating effect of the EPM on total scores; some of the high SJT scorers received 

lower EPM scores which reduced their total application score and some of the low SJT score received 

high EPM score which raised their total application score. The total application score distributions are 

therefore close to normal, despite the exclusion of the mid-range SJT scores.  
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Figure 4: Distribution of total application scores in matched dataset 

 

 

 

 
 

 

 

 

 

 

 

 

 

 

Table 8: Total Application Scores scores in matched dataset and FP 2013 cohort 

                                                  Total Application score 
Sample N Min Max Mean SD 

Matched dataset High Scoring SJT Group 160 78.1 97.3 87.8 4.5 

Low Scoring SJT Group 231 60.1 84.1 73.1 3.8 

FP 2013 Applicant Cohort 8,127 37.0 97.3 81.1 6.3 

 

Effect of Predictor Variable (SJT and EPM) Distributions on Analysis 

4.18. The distribution of data determines the type of statistical tests which should be applied (parametric 

or non-parametric12). The distributions were not close enough to normal for either the SJT or the EPM 

scores to justify the use of parametric statistics, and therefore a non-parametric approach is used for 

analyses of the whole matched data set. However, within each score group (high and low) the 

distributions, while not fully normal, are close enough for parametric analyses to be robust. Therefore 

parametric statistics are used, but where possible a non-parametric approach is provided for 

comparison purposes. 

 

4.19. As discussed above, the two variables (SJT and EPM) were combined together to determine a total 

application score. Within the FP 2013 applicant sample there was a significant positive correlation 

                                                           
12 Parametric statistics assume a normal distribution compared to non-parametric statistics which can be used where data are 
non-normally distributed. 
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between the EPM and the SJT scores (N = 8,127, rs = .30, p < 0.01). Within the matched dataset this 

correlation is stronger (N = 391, rs = 0.46, p < 0.01) which is to be expected given the current data set 

has been selected to be biased towards particularly high and low SJT scores. Given the non-normal 

distributions within the matched dataset, a non-parametric approach is used (Spearman’s rank 

correlation coefficient). However, parametric analyses (Pearson’s product-moment correlation 

coefficient) are also provided in Table 9 below for comparison purposes.  

 

Table 9: Correlations between the SJT and EPM in matched dataset and FP 2013 cohort 

                                                      EPM SJT Correlation 
Sample N Pearson Spearman 

Matched dataset High Scoring SJT Group 160 .14 .20* 

Low Scoring SJT Group 231 -.03 -.02 

Combined Matched dataset 391 n/a 0.46** 

FP 2013 Applicant Cohort 8,127 0.30** 0.30** 
* P<0.05; **p<0.01 

4.20. Within the low and high scoring SJT groups the correlation between the SJT and EPM is much lower 

reflecting the restriction in the range of scores especially for the SJT scores. However, the full correlation 

across the matched data set is exaggerated compared to the correlation in the FP 2013 applicant cohort 

due to the artificial increase in variance caused by the sampling approach. The impact of this restriction 

and extension of range will also be seen in the relationships between the application scores and the 

criterion (outcome) variables. Where appropriate, corrections will be applied that provide an estimate 

of the correlation for the unselected sample. 

Key Outcome Variables (Supervisor Questionnaire) 

4.21. The supervisor questionnaire consisted of 32 items in total (five items each for the domains: 

Commitment to Professionalism, Coping with Pressure , Problem Solving and Decision Making, six items 

each for: Patient Focus, and Working Effectively as Part of a Team, plus an ‘overall’ rating for each of 

the five domains). Mean score variables were therefore created for: 

 Each of the five domains: 

o Commitment to Professionalism (referred to as CP Mean)  

o Coping with Pressure (referred to as CPr Mean)  

o Patient Focus (referred to as PF Mean)  

o Problem Solving and Decision Making (referred to as PSD Mean) 

o Working Effectively as Part of a Team (referred to as WE Mean)  

  Mean of all 27 items, not including the five ‘overall’ ratings (referred to as Total Mean) 

  Mean of the five ‘overall’ ratings (referred to as Overall Mean) 

4.22. The ‘item’ and ‘overall’ ratings were kept separate when calculating mean variables. This is because 

each of the five overall ratings were stand-alone questions to provide further variables for examination. 

 

4.23. Each item in the questionnaire was presented on a six-point Likert scale, with a rating of 1 = ‘needed 

significant development’ and a rating of 6 = ‘clear area of strength’. 
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Additional Outcome Variables (ARCP Outcomes and Remedial Action) 

4.24. Information regarding the F1 doctors’ ARCP outcomes and whether or not they had been subject to 

any remedial action during the course of F1 were used as additional outcome measures. For the 

purposes of the analysis, ARCP outcomes were split into two categories: satisfactory or unsatisfactory 

(see section 4.7). Therefore both of these additional outcome variables (remedial action and ARCP 

outcomes) were treated as dichotomous.  

Descriptive Statistics - Outcome Variable (Supervisor Questionnaire) 

4.25. Table 10 shows the descriptive statistics for each of the seven key variables. The minimum and 

maximum figures demonstrate that across all of the domains, supervisor ratings spanned a wide range 

of the available 6-point scale however the mean ratings are all above 4.5 indicating that generally 

supervisor ratings were towards the higher end of the scale. Across the group as a whole, F1 doctors 

received the highest average ratings for items categorised under the Patient Focus domain and the 

lowest average ratings for items categorised under the Coping with Pressure domain. Table 11 provides 

this information, split by those that received high overall application scores and those that received low 

overall application scores. This demonstrates that across all performance ratings, the F1 doctors who 

fell into the high scoring application group received higher mean performance ratings.  While the 

supervisor ratings could be considered ordinal data, it is generally accepted that averages of Likert 

ratings like these can be analysed as interval measures13.    

Table 10: Descriptive statistics for supervisor questionnaire mean score variables (whole sample) 

 N Min Max Mean 
Std. 

Deviation 

CP Mean 391 1.0 6.0 4.9 1.0 

CPr Mean 391 1.0 6.0 4.5 1.1 

PF Mean 391 1.2 6.0 5.0 0.8 

PSD Mean 391 1.0 6.0 4.6 1.1 

WE Mean 389* 1.2 6.0 5.0 0.9 

Total Mean 391 1.2 6.0 4.8 0.9 

Overall Mean 390* 1.0 6.0 4.8 0.9 

* Cases were excluded from analysis if no data were available for the variable 

Table 11: Descriptive statistics for supervisor questionnaire mean score variables (split by high and low 

scoring application groups) 

 

High Scoring Group Low Scoring Group 

N Min Max Mean 
Std. 

Deviation 
N Min Max Mean 

Std. 
Deviation 

CP Mean 160 2.6 6.0 5.2 0.7 231 1.0 6.0 4.7 1.1 

CPr Mean 160 1.2 6.0 4.8 1.0 231 1.0 6.0 4.4 1.1 

PF Mean 160 3.2 6.0 5.2 0.7 231 1.2 6.0 4.8 0.9 

PSD Mean 160 2.2 6.0 4.8 0.9 231 1.0 6.0 4.4 1.1 

WE Mean 159* 2.5 6.0 5.2 0.8 230* 1.2 6.0 4.8 1.0 

Total Mean 160 2.7 6.0 5.1 0.7 231 1.2 6.0 4.6 1.0 

Overall Mean 159* 2.5 6.0 5.1 0.7 231 1.0 6.0 4.7 1.0 

* Cases were excluded from analysis if no data were available for the variable 

                                                           
13 Lubke, G.H., & Muthen, B.O. (2004). Applying Multigroup Confirmatory Factor Models for Continuous Outcomes to Likert 
Scale Data Complicates Meaningful Group Comparisons. Structural Equation Modeling, 11, 514-534 
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Reliability of Outcome Measure (Supervisor Questionnaire) 

4.26. For the supervisor questionnaire, the mean inter-item correlation was 0.74 ranging from 0.55 to 0.93. 

A principal components factor analysis14 of the scores showed that a single factor explained 75% of the 

variance across all scores (69% in the low scoring group and 76% in the high scoring group when the 

analysis is performed separately). The majority of the doctors were rated using just one or two points 

on the rating scale across the entire questionnaire (18.9% of doctors were rated using a single rating, 

38.4% using two ratings). Internal consistency reliability of the supervisor questionnaire as a 

measurement scale was ascertained by computing Cronbach’s alpha15 for the dataset. Results 

demonstrate the scale has a Cronbach alpha coefficient of 0.99 both in the full matched data set and 

within each group separately which is a very high reliability (alpha ≥ .7 is generally considered 

acceptable). Together these results suggest that supervisors did not differentiate greatly between the 

different domains measured and that comparisons between the individual domains score are unlikely 

to be meaningful. Therefore, the ‘Total Mean’ variable will be used as a single criterion (outcome) 

measure when reporting the results.   

Differences in Outcome Variable (Supervisor Questionnaire) Scores between High and Low Scoring SJT Groups 

4.27. If the SJT is predictive of performance, the high scoring SJT group should have better average 

performance ratings than the low scoring SJT group. Independent sample t-tests16 were conducted to 

compare the outcome variable scores for the low and high scoring groups. The results are summarised 

in Table 12 below, however as noted above due to the high correlation between the different outcome 

variables, only the Total Mean variable is reported. There were significant differences in mean scores 

on the outcome variable, with F1s who received higher SJT scores receiving significantly higher scores 

on the performance measure than those with lower SJT scores (high scoring M=5.1, SD=0.7, low 

scoring M=4.6, SD=1.0; t (385) = 4.78, p<0.001, two-tailed). An analysis of effect-size using Cohen’s d17 

reveals this difference can be considered to be a medium effect. 

Table 12: Differences in performance ratings for High and Low scoring SJT groups 

 
N Mean 

Std. 
Deviation 

N Mean 
Std. 
Deviation 

T value Cohen’s 
d 

High Scoring SJT Group Low Scoring SJT Group 

Total Mean 160 5.1 0.7 231 4.6 1.0 4.78* 0.48 

* p ≤ 0.001 

4.28. Inspection of the standard deviations presented in Table 10 also shows greater variance in the 

performance ratings for those in the low scoring SJT group. The box plot in Figure 5 illustrates this for 

the Total Mean variable. For each group (high and low SJT scores) the box shows the range of Total 

Mean performance ratings from the 25th to the 75th percentile with the bar showing the median score. 

                                                           
14 Principal components factor analysis is a technique to identify a reduced set of linear combinations of variables which explain 
the same variance. 
15 Cronbach’s Alpha is a coefficient of the internal consistency of a measure and is used to indicate the reliability of a test (i.e. 
the extent to which different variables contribute to precision of measurement for a homogenous construct.  
16 Independent-samples t-tests compare the means between two unrelated groups on the same continuous, dependent 
variable. 
17 Cohen’s d is an effect size statistic used to estimate the magnitude of the difference between two groups. When comparing 
differences with large sample sizes, it is best practice to include a measure of effect size. Cohen's d is defined as the difference 
between two means divided by the standard deviation for the data. The guidelines (proposed by Cohen, 1988) for interpreting 
the d value are: 0.2 = small effect, 0.5 = medium effect and 0.8= large effect. 
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The whisker shows the range to the 5th and 95th percentiles with scores outside this range shown as 

separate points. The display shows that the increased variance in performance ratings for those who 

achieved lower SJT scores is evident in the middle range of performance ratings and is not solely 

caused by a few F1 doctors with extremely low performance ratings. Moreover, the display 

demonstrates that very low ratings (i.e. those below 2.5) occur only in the low scoring SJT group.  

 

 

Figure 5: Box plot to illustrate range of Total Mean performance ratings for high and low scoring SJT 

groups 

 

4.29. In summary, these findings demonstrate that F1 doctors who achieved high SJT scores generally 

achieved significantly higher performance ratings than those who achieved SJT scores. Whilst some 

low SJT scorers did go on to achieve high performance ratings (ratings of 5 or 6), no high SJT scorers 

received the lowest performance ratings (ratings of 1 or 2).  

 

4.30. This provides positive early evidence that performance at application is predictive of performance 

during F1 practice. Further analysis was conducted to explore this relationship in more detail and to 

examine the extent to which there is a significant relationship between both elements of the application 

process (SJT scores and EPM scores) and training performance within the high and low scoring SJT 

groups. In other words, the purpose of the additional analysis was to examine the extent to which 

training performance is predicted by the specific SJT score and EPM score achieved, rather than just 

whether the SJT score fell in to the high or low category. This relationship was explored using 

correlations and is described below. 

 

Correlations between Predictor (EPM and SJT) and Outcome (Supervisor Questionnaire) Variables 

4.31. The degree of association between SJT and EPM scores and supervisor performance ratings (Total 

Mean variable) is shown in Table 13 below for the high and low scoring SJT groups separately, as well 

as for the combined matched dataset.  Statistical significance levels for the Pearson correlations in the 

combined group are not robust because of the non-normal nature of the distributions, however the 
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results are very similar to those for the Spearman correlation which is not compromised by the nature 

of the sample’s distribution.   

 

4.32. A statistical test18 of the two Pearson correlations for the high scoring SJT group reveals that there is 

a significant difference between the two correlations (t=2.5, df=157, p<0.05). The EPM is a stronger 

predictor of performance for the high scoring SJT group than the SJT. The difference for the low scoring 

group also reaches statistical significance (t=2.9, df=228, p<0.01) but the direction is reversed, with the 

SJT the stronger predictor of performance for the low scoring SJT group. 

 

4.33. A statistical test19 of the two Pearson correlations for the EPM reveals that there is a significant 

difference between the correlations for the high and low scoring SJT groups (Z=2.13, p<0.05). The EPM 

is a significantly stronger predictor of performance in the high scoring SJT group compared to the low 

scoring SJT group. Similarly a statistical test of the two Pearson correlations for the SJT reveals that 

there is a significant difference between the correlations for the high and low scoring groups (Z=3.07, 

p<0.01). The SJT is a significantly stronger predictor of performance in the low scoring SJT group 

compared to the high scoring SJT group. 

 

Table 13: Correlations between predictor and outcome variables  

                       Correlation with performance rating 
Sample  

N 
EPM SJT 

Pearson Spearman Pearson Spearman 

High Scoring Group 160 .32** .29** 0.07 0.11 

Low Scoring Group 231 .11 .11 0.37** 0.33** 

Combined Matched dataset20 391 0.28** 0.28** 0.31** 0.31** 

* p<0.05; **p<0.01  

4.34. The results suggest that scores on both elements of application process relate to performance; the 

EPM particularly for the high scoring SJT group and the SJT particularly for the low scoring SJT group. 

However, as discussed earlier (see 4.19), correlations can understate the true relationship in a restricted 

sample. 

 

4.35. A correlation is the standardised covariance between two variables, i.e. an indication of the 

proportion of shared variance. Random measurement error contributes to the non-shared variance.  

When a sample is restricted on one of the correlated variables this will tend to restrict the shared 

variance, but random measurement error will be unaffected as it is not related to scores. Therefore the 

proportion of shared variance in the restricted sample will be smaller and the correlation may 

underestimate the true extent of the relationship. Statistical corrections21 can be applied to estimate 

the size of the correlation in the unrestricted sample. The restriction of range is particularly acute in the 

two parts of the matched sample (high and low scoring) since they were chosen to represent the narrow 

band of SJT scores at the top and bottom of the distribution. 

                                                           
18 A statistical test using the t statistic to examine the significance of the difference between correlations for dependent samples (Cohen & 
Cohen, 1983) 
19 A Fisher’s Z test used to examine the significance of the difference between correlation for independent samples (Cohen & Cohen, 1983) 
20 The combined matched dataset consists of a combination of two sets of non-continuous data (High and Low scoring) creating a non-normal 
distribution meaning correlations may under or overestimate the actual relationship with predictor variables (EPM andSJT).). 
21 Standard psychometric corrections for restrictions of range were developed by Thorndike (1947) using the standard deviation of the 
predictor (SJT,EPM and Application score) in the unrestricted  and restricted groups, as detailed in Gilford and Fruchter (1981) 6th edition, 
p325.  Separate formulae are used when the restriction is direct, (Thorndike Case II) as with the SJT scores in the current study and indirect 
(Thorndike Case III) , as with the EPM scores in the current study which are restricted because of the restriction in the SJT scores. 
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4.36. The restriction on the range of scores is a direct result of the use of the SJT score in selecting the two 

very high and low scoring groups. The information regarding the score distributions of the predictor in 

the restricted samples and the full applicant group is used to apply corrections to the correlations 

shown in Table 13 to compensate for the restriction. An analysis of SJT distributions for the whole FP 

2013 sample finds that variance is reduced by 90% and 62% for the high and low score groups 

respectively. The EPM variance is reduced by 41% in the low score group but increases slightly in the 

high score group.  The results following a correction which takes into account the range restriction are 

shown in Table 14.  

 

Table 14: Correlations between predictor and outcome variables before and after correction for restriction of 
range 

           Correlation with performance rating                                         
 
Sample 

N 

EPM SJT 

Raw 
correlation 

After 
correction

^ 

Raw 
correlation 

After 
correction

^ 

Matched 

dataset 

High Scoring SJT Group 160 0.32** 0.32 0.07 0.20 

Low Scoring SJT Group 231 0.11 0.10 0.37** 0.54 

* P<0.05; **p<0.01; ^no statistical significance test available 

4.37.   After correction for restriction of range, there is a medium sized correlation between the EPM and 

performance in the high scoring group (n=160, r=0.32) and a medium sized correlation between SJT 

and performance in the low scoring group (n=231, r=0.54).   

 

4.38. These results suggest that there may be a curvilinear relationship between the tests and 

performance. For the SJT there is a moderate relationship with performance in the lower scoring SJT 

group but a small to negligible one among higher scores. For the EPM, the opposite curvature is seen 

with a weaker relationship for low SJT scorers and a moderate relationship among high scorers.  

 

4.39. Note: the above correlations were also examined with cases where the supervisor’s perceived 

accuracy of their ratings was 2 or less (n= 23) were excluded. This had no significant impact on the results 

therefore all cases have been included in the analysis.  

 

Differences in Predictive Power of EPM Total and EPM Decile Scores 

4.40. The EPM score as it is currently used is made up of two parts: the decile of the (within school) medical 

school performance and additional points for particular achievements such as awards and publications. 

Analysis was undertaken to examine whether the inclusion of the additional points improve the 

predictive power of the EPM score. Table 15 below shows the descriptive statistics for the EPM score 

with and without the additional points for the high and low scoring SJT groups. The higher scoring SJT 

group have an average of 2.6 out of a possible 7 additional points. Comparatively, the lower scoring SJT 

group achieve only 1.5 additional points on average. Examining the change in the standard deviations 

for the mean scores for the EPM Total compared to the EPM decile indicates how the additional points 

substantially increase the score variance in the high scoring group, but there is a much smaller effect in 

the low scoring SJT group.  
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Table 15: Descriptive statistics for EPM Decile and EPM Total scores  

 

High Scoring SJT Group Low Scoring SJT Group 

N Min Max Mean 
Std. 

Deviation 
N Min Max Mean 

Std. 
Deviation 

EPM  Decile 160 34 43 40.0 2.6 231 34 43 36.7 2.6 

EPM Total 160 34 50 42.6 4.1 231 34 47 38.2 3.0 

 

4.41. Table 16 shows the raw correlations for both EPM scores with the key outcome variable taken from 

the supervisor questionnaire (Total Mean score).  As the EPM scores can be considered ordinal in 

nature, non-parametric statistics are required and therefore Spearman’s Rho Correlation coefficients 

are provided. The correlations reduce slightly when the additional points are removed. In order to 

determine whether the increase is statistically significant a regression analysis was performed with the 

EPM decile score alone entered first into the statistical model, and then the EPM total score entered 

second.  The R2 change statistic indicates whether there is a significant improvement in prediction after 

the EPM total score is added into the model. For the high scoring SJT group the change in prediction 

was small but significant (R2 change=0.033, F=5.7, df=1,157, p<0.05), demonstrating that the inclusion 

of the additional points explained an additional 3.3% of the variance in prediction.  For the low scoring 

SJT group R2 change did not reach statistical significance. These results indicate that the additional 

points do marginally improve the prediction of performance for the high scoring SJT group.  

 

Table 16: Correlations between predictor and outcome variables for EPM Decile and EPM Total  

                         Correlation with performance rating 
Sample  

N EPM Decile EPM Total 

High Scoring SJT Group 160 .23** .29** 

Low Scoring SJT Group 231 .10 .11 

Combined Matched dataset 391 0.23** 0.28** 

* P<0.05; **p<0.01; ^significance test not possible 

 

 

4.42. In summary, the inclusion of the additional EPM points improves the extent to which EPM scores 

differentiate between applicants and this is more pronounced for the high scoring SJT group. For 

those who receive lower SJT scores, the effect of the additional points on the variance in scores is 

minimal. The inclusion of the additional points to the EPM score also results in a stronger relationship 

with F1 performance than when only EPM decile score is used but this is only significant for those 

that received high SJT scores. For the low scoring group the predictive power of the EPM score is not 

significantly affected by the inclusion of the additional points.  
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Differences in Incidence of Remedial Action by Predictor Variables (SJT, EPM and Total Application Scores) 

4.43. Mann-Whitney U tests were conducted to compare the SJT, EPM and total application score 

distributions for those who did and did not receive remedial action during the course of F1 (as reported 

by their supervisor). The results are summarised in Table 17.  

 

Table 17: Differences in SJT, EPM and Total Median scores by Incidence of Remedial Action 

Outcome 
 

  
Predictor 

N Median N Median 

Z value 
Effect Size 

(r) Remedial Action No Remedial Action 

SJT  16 34.5 370 37.3 -3.666** 0.19  

EPM  16 37.5 370 39.0 -2.385* 0.12 

Total 
application  

16 72.3 370 76.9 -3.582** 0.18 

** Significant at P≤0.001, * Significant at P≤0.05 

Information regarding remedial action was not provided for 5 trainees 

4.44. There were significant differences in EPM, SJT and total application scores for those who received 

remedial action compared to those who did not. Those that received remedial action scored 

significantly lower on the EPM, SJT and total application score: p<0.05, p<0.001 and p<0.001 for the 

EPM, SJT and total scores respectively. An analysis of effect size22 reveals the difference between the 

SJT scores can be considered to be a small to medium effect, the difference between scores on the EPM 

can be considered to be a small effect and the difference between total application scores can be 

considered a small to medium effect. 
 

4.45. A Chi-squared test for independence (with Yates Continuity Correction) indicated a significant 

association between remedial action and SJT score group (high or low scoring) X² (1, n=386) = 4.34, 

p=0.04, phi= .12.  Whilst instances of remedial action were rare (4.1% in the sample as a whole), F1 

doctors who had received low SJT scores were almost 5 times more likely to receive remedial action 

than those receiving high SJT scores (6.1% and 1.3% respectively) as illustrated in Table 18 below.   

 
 Table 18: Proportion of high and low SJT scores by incidence of remedial action 

               Remedial Action 
 
 
SJT Score Group 

Remedial 
Action 

No 
Remedial 

Action 
Total 

High SJT N 2 155 157 

%  1.3% 98.7% 100% 

Low SJT N 14 215 229 

%  6.1% 93.9% 100% 

Total N 16 370 370 

%  4.1% 95.9% 100% 

 

 

                                                           
22 The effect size for interpreting the Z value resulting from a Mann-Whitney can be estimated by the following formula: r = z / 
square root of N (where N = total number of cases).  Cohen’s (1988) criteria for interpreting this effect size is 0.1 = small effect, 
0.3 = medium effect and 0.5 = large effect. 
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Differences in Final ARCP Outcomes by Predictor Variables (SJT, EPM and Total Application Scores) 

4.46. Mann-Whitney U tests were conducted to compare the SJT, EPM and total application scores for 

those who received satisfactory and unsatisfactory final ARCP outcomes. The results are summarised 

in Table 19. 

 

4.47. There were no significant differences in EPM, SJT or total application scores for those who received 

unsatisfactory final ARCP outcomes compared to those that received satisfactory final ARCP outcomes. 

However, the very small number of trainees in the unsatisfactory group (n=4) means these findings 

should be treated with caution.  

 

Table 19: Differences in SJT,EPM and Total Median scores by Final ARCP Outcome 
Outcome 

 
  
Predictor 

N Median N Median Z value Effect Size 
(r) 

Unsatisfactory ARCP  
Outcome  

Satisfactory ARCP  
Outcome 

SJT  4 34.0 375 37.1 -1.482 0.08 

EPM  4 38.0 375 39.0 -0.828 0.04 

Total 
application 

4 69.3 375 76.4 -1.794 0.09 

4.48. Table 20 below shows that of the four F1 doctors who received unsatisfactory ARCP outcome, three 

fell into the low scoring SJT score group.  The small number of F1 doctors who received unsatisfactory 

ARCP outcomes (n= 4) mean that it is not possible to conduct a Chi-squared test for equivalence, and a 

Fisher’s exact test23 did not reach significance so further research is required to determine if there is a 

real association here.   

Table 20: Proportion of high and low application scores by ARCP outcome 
        ARCP Outcome 
 
 
SJT Score Group 

Unsatisfactor
y  

Satisfactory  Total 

High SJT N 1 154 155 

%  0.6% 99.4% 100% 

Low SJT N 3 221 224 

%  1.3% 98.7% 100% 

Total N 4 375 379 

%  1.1% 98.9% 100% 

 

4.49. Overall, these findings provide some support that performance at application is predictive of 

important training outcomes, but further research is required to explore this to a greater extent 

(especially in relation to ARCP outcomes).  

                                                           
23 A Fisher’s Exact Probability Test allows for the exploration of the relationship between two categorical variables when sample 
sizes are small.  
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5. Conclusions 

 

5.1. This study provides encouraging evidence regarding the validity of the F1 allocation process. The 

evidence supports that there is a significant relationship between scores at application and training 

performance (both through supervisor ratings and key training outcomes).  The specific findings from 

this study can be summarised as follows: 

 

5.1.1. Statistically significant differences were found between supervisor-rated F1 performance for 

those who received higher SJT scores and those who achieved lower SJT scores (medium 

effect size, Cohen’s d = 0.48, p<0.001). Higher SJT scores were associated with higher ratings 

of F1 performance.  

 

5.1.2. The correlations between supervisor-rated F1 performance and performance at application 

were positive and significant. Differences were evident regarding the extent to which each 

selection tool (EPM and SJT) was related to performance for those applicants who achieved 

high and low SJT scores. For those who achieved lower SJT scores it was the SJT which had 

a moderate relationship with performance (corrected Pearson correlation of 0.54) whereas 

the EPM showed a small to negligible relationship (corrected Pearson correlation of 0.10). 

Among higher SJT scorers the EPM had a moderate relationship with performance 

(corrected Pearson correlation of 0.32) whereas for the SJT the relationship was small 

(corrected Pearson correlation of 0.20). These results suggest that the two selection tools 

are complementary in providing prediction of performance. 

 

5.1.3. The inclusion of the additional EPM points improved the spread of EPM scores and this was 

more pronounced for the high scoring SJT application group (decile alone M=40.0, SD=2.6, 

with additional points M=42.6, SD=4.1). For those that received lower SJT scores, the effect 

of the additional points on the variance in scores was much smaller (decile alone M=36.7, 

SD=2.6, with additional points M=38.2 SD=3.0). The inclusion of the additional points to the 

EPM score also resulted in a slightly stronger relationship with F1 performance compared 

to when only EPM decile score is used, but this was only significant for the high scoring SJT 

group. For the high scoring SJT group the inclusion of the additional points explained an 

additional 3.3% of the variance in prediction (p<0.05). For the low scoring SJT group the 

predictive power of the EPM score was not significantly affected by the inclusion of additional 

points.  

 

5.1.4. Statistically significant differences were found between SJT scores and EPM and total 

application scores for those who received remedial action during the course of F1 and those 

who did not. Those who had received remedial action had received lower scores on the SJT 

(small to medium effect size, r = 0.19, p<0.001), EPM (small effect size, r = 0.12, p<0.05) and 

total application (small to medium effect size r = 0.18, p<0.001). Whilst instances of remedial 

action are rare (4.1% in the sample as a whole), F1 doctors who were in the low scoring SJT 

category were almost five times more likely to receive remedial action than those who 

were in the high scoring SJT category (6.1% and 1.3% respectively). 

 

5.1.5. The present preliminary investigation found no significant differences between SJT, EPM or 

Total Application scores for those who achieved satisfactory ARCP outcomes compared to 

those who received unsatisfactory ARCP outcomes. However, the very small number of F1 
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doctors in the ‘unsatisfactory’ ARCP outcome group (n=4) means these findings should be 

treated with caution and further research is required to determine if there is an association 

between application scores and ARCP outcomes.   
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6. Recommendations 

6.1. This validation study provides positive early evidence to support the continued use of the F1 

application process combining EPM and SJT scores. The following recommendations are presented in 

light of these results: 

 

6.1.1. Currently the EPM and SJT scores contribute equally to the rank awarded to applicants24. This 

proportion was based on the previous application process which weighted the EPM equally 

against a ‘white space’ questionnaire. Anecdotal feedback from applicants has suggested 

that it is felt that it would be more appropriate for the EPM to be more heavily weighted than 

the SJT. The findings from this study would discourage any increase in the weighting of the 

EPM against the SJT as at present there is no evidence to suggest the EPM is a more valid 

predictor of performance. 

 

6.1.2. The finding in this study suggest that whilst SJT scores significantly correlate with training 

performance for those who have achieve lower scores, the test is less able to differentiate 

performance for those who achieve higher scores. This supports the use of SJTs as a method 

for the screening out unsuitable applicants (i.e. extreme low scorers) as opposed to 

providing meaningful distinctions between highest performers.   

 

6.1.3. The findings in this study suggest that the EPM scores significantly correlate with training 

performance for those who have higher SJT scores, but is less able to differentiate 

performance for those who perform less well. This suggests that the two measures (SJT and 

EPM) are complementary in providing prediction of F1 performance. 

 

6.1.4. The findings in this study suggests that the use of additional points in the total EPM scores 

does add some value both in terms of increasing the spread of scores and predicting 

performance outcomes. However, the improvement in prediction was small and further 

analysis should be undertaken to explore the relative contribution of each type of 

additional point (e.g. extra degree and publication) across the whole range of application 

scores. This would also allow for modelling of different combinations of decile and additional 

points scores to determine the optimal weighting of the two measures (i.e. whether 

additional points should contribute less to the total application score and therefore have less 

weight within the ranking of applicants).  

 

6.1.5. The lack of differentiation of ratings in the current supervisor questionnaire together with its 

exceedingly high reliability when considered as a unitary measure suggests that the 

questionnaire did not allow for meaningful comparisons to be made across the individual 

domains. This may be a reflection of the questionnaire design, or it may be that the 

supervisors had limited information available to inform their judgement of their F1 doctor’s 

performance across different competency domains. Should the study be repeated, it is 

recommended that the design and administration of the supervisor questionnaire should 

be reviewed with an aim to encourage greater differentiation in supervisor responses. For 

example, this may be achieved through providing more detailed definitions of the points on 

the Likert scale, reverse scoring certain items or facilitating briefing sessions with supervisors 

                                                           
24 The scaling of the SJT takes into account the distribution of the EPM total scores for that year to ensure the two measured 
exert near equal weight on the total application score (despite the SJT being on a wider scale). 
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to explain the differences at the domain level and encourage fuller use of the scale. There is 

also evidence that utilising a relative percentile method (RPM) in which supervisors are asked 

to consider the relative performance of supervisees in the context of the cohort as a whole 

results in more valid performance ratings than non-comparative methods25. 

 

6.1.6. This study examined performance during the course of F1 only looking at particularly high 

and low SJT scores. Therefore, it is not known how those who received SJT scores in the 

middle of the range perform in practice. Therefore, it is recommended that further studies 

are undertaken to explore the relationship between performance at application and 

performance outcomes beyond F1 (for example at the end of F2 and into specialty training) 

and that application scores (particularly SJT scores) spanning the full range of scores are 

targeted. If the relationship between application scores and ARCP outcomes is to be 

examined further, a large population (ideally all schools) should be targeted, as incidences of 

unsatisfactory ARCP outcomes appear to be very rare (1.1% in the present sample).

                                                           
25 Goffin, R.D., Blake Jelley, R., Powell, D.M. & Johnston, N.G. (2009). Taking Advantage of Social Comparisons in Performance 
Appraisal: The Relative Percentile Method. Human Resource Management. 48, 2, 251– 268. 
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Appendix A: In-practice questionnaire administered to supervisors 
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